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Zusammenfassung

Parallelität galt lange als das Mittel zur Leistungssteigerung im High-Performance-
Bereich. In den letzten Jahren hat sich jedoch auch der Ansatz der Heterogenität in
diesem und dem Embedded-Systems-Bereich etabliert. Selbst gängige Anwender-
PCs können heutzutage als paralleles heterogenes System bezeichnet werden, da
sie, neben einem zwei- oder mehrkernigen Prozessor, auch eine Grafikkarte vor-
weisen können, die ebenfalls zur massiv-parallelen Problemlösung verwendet wer-
den kann. Um dieser wachsenden Komplexität beizukommen, versuchen Projekte
wie DodOrg die sogenannten Self-X-Fertigkeiten in modernen Systemen zu inte-
grieren. Als Self-X-Fertigkeiten bezeichnet man das Vermögen einer Komponente,
sich, nach dem Vorbild organischer Systeme, in bestimmten Bereichen selbst zu
regeln. Zu den Self-X-Fertigkeiten gehört zum Beispiel die Fähigkeit zur aktiven
Schadensprävention oder zur Selbstoptimierung. Um solche Fertigkeiten zu erlan-
gen, müssen die einzelnen Komponenten jedoch in hohem Maße flexibel sein.

Ziel dieser Arbeit ist die Entwicklung und Implementierung eines Laufzeitsystems,
das einen leichtgewichtigen Ansatz verfolgt und die nötige Flexibilität bereitstellt,
um in Self-X-Architekturen eingesetzt zu werden.

Im ersten Teil dieser Arbeit wird das Design der entwickelten Laufzeitsysteme
dargestellt und das Zusammenspiel mit bestehenden Softwarelösungen für paralle-
le heterogene Systeme, wie OpenMP oder CUDA, beschrieben. Im darauffolgen-
den Teil wird die Implementierung des beschriebenen Designs genau erläutert. Im
letzten Teil wird die Effizienz und das Leistungsvermögen der einzelnen Ansätze
anhand von Testanwendungen gemessen und bewertet. Die erzielten Ergebnisse be-
legen, dass sich die Systeme durch ihren leichtgewichtige Ansatz in kaum messba-
rem Maße auf die Laufzeit auswirken und dennoch die Anforderungen der Self-X-
Eigenschaften erfüllen.





Abstract

In the recent years, the heterogeneous approach has established its place in the
high-performance computing area beside the parallel paradigm, as well as in the
embedded systems domain. Today, even a consumer PC has at least two hetero-
geneous processing units, a processor with two or more cores and a graphics card
with a massive parallel architecture. To handle the increased complexity in such
systems, approaches like DodOrg try to establish the so-called Self-X capabilities
in modern systems. Self-X capabilities try to encapsulate the complexity on the re-
spective level, like biological systems, so the individual components manage most
tasks themselves, as protection or optimization, for example. To achieve this, the
components are required to be adjustable in almost every aspect of their function-
ality.

The goal of this work is the design and implementation of a run-time system, that
follows a light-weight approach and provides the necessary flexibility to be feasible
with the requirements of Self-X architectures.

The first part of this work introduces the design of the developed run-time systems
and their individual features, in particular their feasibility with the Linux operating
system as well as with existing technologies for parallel heterogeneous systems,
like OpenMP or CUDA. The second part provides a close look on the implemen-
tation of the different components of the systems. In the last part, the run-time
systems are investigated on their efficiency and performance in special and real life
applications. The results prove, that they benefit from their light-weight design and
show only a barely noticeable run-time overhead, while they nonetheless meet the
requirements for Self-X architectures.
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1 Introduction

1.1 Motivation

Like predicted in the law of Gordon E. Moore, the amount of transistors on a chip
increases continuously [20]. To use this potential, these transistors need to be struc-
tured in an efficient way. While in the recent years, the rating of the computational
power of a processor was tied with its frequency, the current CPUs gain their speed,
in great parts, from bigger cache hierarchies and several cores. To use the whole
combined power of these cores for a task, the software needs to be prepared for par-
allel execution. Common software is designed to be as hardware-independent as
possible. The compiler handles hardware-related issues of the target architecture –
even operating system comprehensive software became possible (for example with
Java or POSIX). This improves portability, therefore reduces the development costs
and in many cases, takes the possible performance of single-threaded applications
to the limit by using highly evolved compilers, thus hand-made optimizations gain
no significant benefit any more. Efficient code generation for the multi-threaded
case, however, is still a major subject of ongoing research. Current solutions like
OpenMP or MPI still depend on the programmer to identify and prepare code sec-
tions with high potential for parallel execution, but provide a considerable speedup,
if they are applied in the right places. Therefore, future software should always be
designed with parallelism in mind.

Another challenge for the software part of a modern system is the efficient uti-
lization of all available (heterogeneous) arithmetic units. Even common desktop
computers contain at least two units, a CPU and a GPU, while workstations, used
for simulations for example, might have multiple CPUs, GPUs, FPGAs and other
specialized hardware like stream processors. In most cases, it is not advisable to
implement the algorithms for a specific amount of hardware, as modern systems
provide the possibility to hot-plug new hardware on demand and reconfigure their
behavior in case of FPGAs. Also, if a fixed system is not dedicated to a single
task, for example, the software has to be adaptable to changing circumstances, as
hardware can be assigned and freed from a concurrent process, at run-time. Sev-
eral existing solutions try to relieve the programmer of these issues and rely on
additional layers on top of the operating system to virtualize the hardware. But
these techniques add additional complexity and time overhead to the system and
that may compensate the benefits.
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Chapter 1. Introduction

As well as high-performance computers, embedded and other energy-sensitive sys-
tems, like sensor networks, can take advantage of hardware virtualization. For ex-
ample, in a simple case, if such a device provides the choice to assign a calculation
to either a fast unit with high energy consumption or a slower unit with low en-
ergy consumption and the remaining power under-runs a critical limit, the current
program has to be stopped and another application will be started, that uses the
hardware with lower energy consumption. Instead, a virtualization technique can,
on the fly, switch the calculation to the most reasonable unit for the current situa-
tion. For some embedded systems, however, the existing approaches for hardware
virtualization may be to expensive. Therefore a light-weight approach is neces-
sary, that, on the one hand, provides low overhead related to run-time and system
complexity, and, on the other, is flexible enough to fulfill the requirements of vir-
tualization.

The title of this work is “Design and implementation of a low-overhead run-time
system for Self-X architectures”. Self-X is a collective term for systems, that fol-
low the self-configure, self-heal, self-optimize and self-protect principles. Those
principles are considered as a resort of the increasing complexity of upcoming
systems [11] and try to reflect survival mechanisms of basic organisms. A key
feature of such Self-X architectures is their adaptability on changing environments
– for example, to be able to run on a variety of hardware (self-configure), to re-
lease computation from a failing resource (self-healing), to distribute computation
among resources in the most efficient way, in particular if new resources appear,
(self-optimize) and to evade high energy consumers when power supply goes low
(self-protect). This adaptability can be achieved by various virtualization tech-
niques, but, as constituted in the previous section, most of the existing solutions
follow a rather heavy-weight approach, thus introducing additional complexity and
overhead. The goal of this work is therefore the development of a low-overhead
run-time system, that is suitable to satisfy the particular needs of Self-X architec-
tures and is feasible with common parallelization techniques.

1.2 Organization

The further work is structured as follows: Chapter 2 introduces the fundamental
mechanisms for this work, like the involved parts of the Linux kernel, the rep-
resentative parallelization technique OpenMP, CUDA for GPU programming, the
Executable and Linkable Format (ELF) and the corresponding operating system
mechanisms like the dynamic loader. The final section of this chapter will also
present some related work, like SDVM and EXOCHI. Chapter 3 describes the de-
sign of the proposed run-time systems, in particular, DLS in its two versions DLS-
SL and DLS-DL, GLS and the control daemon. A discussion about the advantages
of the specific approaches will also be a part of it. Chapter 4 will then introduce

22



1.2. Organization

the current state of the implementation of the DLS, GLS and daemon design – es-
pecially their interaction with parallelization techniques. In Chapter 5 the impact
of the run-time system in different situations will be measured with a stress test
application and an application with a real life practice. In Chapter 6, finally, the
achieved goals are outlined and an outlook on future work is given.
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2 Fundamentals

This chapter describes the fundamental techniques, that are used or enhanced for
the purpose of the run-time system. In particular, these are different aspects of the
Linux kernel, the Executable and Linkable Format (ELF) and the corresponding
parts of the Linux operating system, the OpenMP parallelization technique and the
Compute Unified Device Architecture (CUDA) from NVidia for GPU program-
ming. In the last section the related work is presented and their individual benefit
is evaluated.

2.1 Linux kernel

The Linux operating system was initially developed by Linus Torvalds as a free-
time project in 1991 to learn more about the 386 processor. He provided the source
code publicly and later licensed it under the GNU General Public License 1, so
everyone, who is interested, can use, modify and contribute his code. Today, the
Linux kernel has been ported to several platforms and contains drivers for hundreds
of devices. It is widely distributed in the server and high-performance computing
area, but it also gains ground in the desktop and embedded market. The main
features are, among others, multitasking, virtual memory and shared libraries [14].

2.1.1 Modules

Another feature of the Linux kernel is its modularity [19]. For most modules, it is
possible to decide at compile time, if they will be a fixed part of the kernel binary,
a separate file – loadable at run-time – or ignored completely. The code in such
modules can use the functionality of other modules, regardless if they are a fixed
part or loadable, and also provide functionality to them. This makes it possible
to build a kernel, that fits the individual requirements, for example a full-fledged,
universal kernel – used in most common distributions – or a specially adjusted
kernel with the minimal amount of functionality and memory footprint, but with the
possibility to load additional functionality on demand, what would be appropriate
for embedded use.

1http://www.gnu.org/licenses/
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Address-space of a process A

Hard disk

Address-space of a process B
Main memory

Figure 2.1: Example for virtual memory

2.1.2 Virtual memory

Virtual memory is a technique, that abstracts the real location of the memory be-
longing to the address space of a process [4]. This means, a process sees his address
space as a continuous piece of memory, although parts of it can be scattered in main
memory or on a hard disk, for example. An exemplary state of two address spaces
is visible in Figure 2.1. Parts of both address spaces are located in main memory
and on the hard disk. The unused memory in the virtual memory of a process has
no corresponding real memory. Virtual memory is associated with real memory,
when it is used the first time.

Currently, there are three types of virtual memory techniques: page-based virtual
memory, segmentation-based virtual memory and a combination of both [30]. The
page-based method divides the address space of a process in many regions with the
same length – usually 4 kb on x86 architectures. Each region, also called page, has
an entry in the page table, that stores some informations about this page, like access
authorization or location of the real piece of memory, for example main memory or
hard disk. The segmentation-based method defines a region as a start address and
a variable length. Like pages, these regions, also called segments, have individual
attributes for access control and references to the associated real memory. In the
combined method, the segmentation-based method is backed by the page-based.
This means, the address of a segment doesn’t point to real memory but to one or
more pages of a paged-based virtual memory.

The benefits of these techniques are fine-grained access control and a more efficient
memory usage, because only the currently needed informations have to be in main
memory and the others can be swapped to a device with more capacity, for example
the hard disk.
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Process A e.g. libc

Interrupt/sysCall

Kernel 

Function call

user space kernel space 

Figure 2.2: Steps of a system call

2.1.3 System call

System calls are a mechanism provided by the kernel for processes in user space to
communicate with them [13]. From the sight of a programmer, a system call looks
like a normal function call (see Figure 2.2). In the background, there are different
methods to transport the call to the privileged kernel space, like software interrupts
or special commands that were invented to speed up the entrance and exit to or
from privileged kernel space (sysCall/sysRet from AMD and sysEnter/
sysExit from Intel).

2.1.4 Proc file system

The proc file system is a virtual file system – this means, no directory or file exists
on a persistent storage device [27]. They are all created by the kernel and stored in
the main memory of the system. If a process reads or writes to a file, a predefined
function is called, that reacts accordingly (see Figure 2.3). The kernel provides
this file system to communicate with processes in user space. It is mostly used for
reporting statistical data or configuration. For example, it is possible to retrieve the
amount of memory currently used by a specific process or to change the behavior
of the IP network stack.

2.2 Executable and Linkable Format

The Executable and Linkable Format (ELF) is the standard binary format of current
Linux systems. It was chosen as a replacement for the old a.out and COFF formats,
because it is more flexible and extensible. A full specification of ELF can be found
in [5] and [6]. An ELF binary can be of three types:

relocatable: This type is generally called “object file”, contains compiled
code and can be linked along with other object files to an exe-
cutable or a shared object.
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Root

usr/ proc/

Kernel module B 

Kernel module A

Hard disk

C/ 

D/ 

E

B

A/ 

Figure 2.3: Schematic differences between normal and proc file system

executable: An executable is a completely prepared application, that can be
launched.

shared object: A shared object is commonly known as “library” and can be
used by an executable or another shared object.

The so-called ELF header is always at the beginning of every ELF binary. It con-
tains general informations about the binary, like the type, the target architecture,
the location, the size and if they exist, the program and section headers. Depend-
ing on the type, a binary must have either a program or a section header and can
also have both. A program header contains informations about the segments of the
file. These informations are important for the build of the address space of the later
process. The section header has informations about the sections, that are necessary
for linking activities. A byte in a binary can belong to a section and a segment at
the same time. To distinguish between the two perspectives, one speaks about the
linking view when the sections are needed, and about the execution view, when the
segments are of interest (see Figure 2.4).

The sections of an ELF binary can have different types and some of them have a
special, predefined purpose, that is necessary for different operating systems. In
detail, they have the following purpose:

.bss The .bss section is used as a placeholder for uninitialized data
and is overwritten with zeros at application start.

.comment In the .comment section, informations about the version con-
trol system are stored.

.data In contrast to .bss, this section holds initialized data.

.debug In this section, informations for symbol debugging is stored.
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Linking view Execution view
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Figure 2.4: Different views of ELF binaries

.dynamic The .dynamic section contains informations for the dynamic
linker.

.hash As the name says, this section contains a symbol hash table.

.line For debugging purposes, the .line section contains line num-
bers for code associations.

.note This sections holds custom informations, that can individually
be used by compiler and operating system.

.rodata Like .data, this sections holds initialized data, but it is stored
in a read-only memory area.

.shstrtab This section contains the names of every section.

.strtab In this section, strings are stored, for example the names of the
symbols.

.symtab This section contains a table with information about the sym-
bols.

.text The compiled code is stored in this section.

The following sections are only necessary, if shared libraries are used:

.dynstr This is a smaller version of the .strtab section. It only holds
the name of the symbols, that refer to a symbol in a shared li-
brary.
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.dynsym Like .dynstr, this section contains a subset of the .symtab
table.

.rel[name] Contains relocation information for the section [name].

To save memory, the .dynstr and .dynsym sections were introduced. Most
symbols in .symtab and .strtab are not of interest in the address space of
the resulting process, because they only exist for debugging or linking purposes.
Therefore, the .dynstr and .dynsym sections contain only the necessary sym-
bols.

2.2.1 Symbols

A symbol is a human-readable alias for an address [2]. In C, for example, functions
and variables are symbols. They have a name to be recognizable by humans and
the compiler calculates the addresses for them. These symbols remain in the ELF
binary, if they are needed for linking or debugging purposes. If neither case is true
for a symbol, the alias is ignored and only the address is used in the machine code.

2.2.2 Position Independent Code

If a portion of code is not fixed to a specific location in the address space, it is
called Position Independent Code (PIC). In general, this property is only true for
the whole object file and requires certain changes in code and the resulting ELF file
[26]. One such requirement is the so-called Global Offset Table. The Global Offset
Table (GOT) is an additional section in the ELF file and contains a simple table, that
has an entry for every symbol and is intended to hold their resolved addresses. It is
directly used by the code to reference data symbols. Another section for position
independent code is the Procedure Linkage Table. The Procedure Linkage Table
(PLT) has a similar task like the Global Offset Table, except it is responsible for the
function symbols. The Procedure Linkage Table itself has no table with a resolved
address of a desired symbol. Instead, it uses an entry in the Global Offset Table for
every function symbol. An usual function call over the PLT works as follows (see
also Figure 2.5):

1. A function call in the code is executed and jumps to its corresponding entry
in the PLT.

2. The entry starts with a jump to the address, that is stored in the GOT entry
of the function symbol. The GOT entry contains either the already resolved,
valid address of the desired function or the address of the second instruction
in the PLT entry.

3. If the jump returns to the PLT, a routine is called, that resolves the function
symbol and writes the address in the GOT entry.
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Figure 2.5: Schematic progress of an function call over the PLT

2.2.3 Libraries

Libraries are an inevitable mechanism in modern operating systems to reuse estab-
lished code [15]. In general, there are two types: static and shared libraries. Static
libraries will be combined with the object files of the applications, that use them,
in the resulting executable. They are recognized by a “.a” suffix under Linux.
Shared libraries are stored in an individual ELF file and they will be loaded in the
address space of every application, that uses them. They have the suffix “.so”.
The benefit of shared libraries over static libraries is the saving of memory space
on hard disk and in main memory, because it is possible to reuse the memory re-
gion – where the library is loaded – through virtual memory in every process-space
of the applications, that need it. To use an object file in a shared library, it has to
be compiled as position independent code. In order to map a shared library in sev-
eral address spaces, it is also necessary to use a global offset table and a procedure
linkage table in a process-local memory region, because the symbols, referenced
by the library, can be in different locations in the individual address spaces.

2.2.4 Dynamic linker

The dynamic linker is responsible for the resolution of symbols, that means, the
calculation of the appropriate address to the alias [15]. The resolution of function
symbols can happen for every symbol before the application starts or on demand, if
the symbol is used the first time – called lazy linking. The latter is an optimization
that improves the startup time of the application.

The dynamic linker can also be called from the source code of an application to load
libraries at run-time. On POSIX systems this technique is provided by the libdl
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Figure 2.6: Process of a for loop with serial or parallel execution

library, that handles the communication between the application and the dynamic
loader. The functions and macros are defined in the corresponding dlfcn.h file.

2.3 OpenMP

OpenMP (Open specifications for Multi Processing) is an application programming
interface for parallel programming based on shared memory. In 1997, the first spec-
ification by different hard and software vendors was published. The current version
2.5 is available for C/C++ and Fortran on many Unix- and Microsoft-Windows-
alike platforms [24]. Unlike other common solutions for parallel programming
(Message Passing Interface [21] for example), OpenMP uses threads, more pre-
cisely so-called POSIX threads (pthreads), to distribute the load and consists of
compiler directives, a run-time library and environment variables [25]. The com-
piler directives provide different mechanisms to control the parallelization, for ex-
ample, how the work is distributed between the threads, which and where synchro-
nization methods appear and how the threads access data. In general, the thread
creation follows the fork-join model. In Figure 2.6, the process of a “for loop” is
depicted with normal, serial and parallel execution with the fork-join model. In the
serial case, the master thread executes one iteration after another. In the parallel
case, the master thread forks some concurrent slave threads, that – depending on
their amount – process one or more iterations. After every thread has finished, only
the master thread continues with normal execution.

The effort for the programmer with this solution is really low, as he only has to use
one of some simple pragmas to mark the parallel sections and OpenMP generates
the necessary management code for thread creation, termination and scheduling,
for example.
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2.4 CUDA

CUDA (Compute Unified Device Architecture) is the solution from NVidia for
so-called GPGPU computing. GPGPU stands for “General-Purpose Computations
on GPUs” and is a collective term for mechanisms, that try to utilize the massive
amount of simple cores in GPUs as co-processor [7]. CUDA was first introduced
in February 2007 and works with NVidia GPUs since the Geforce-8 series. As lan-
guage, CUDA accepts C and C++ code with small enhancements, that, for example,
are necessary to separate the code for CPU and GPU [9]. Therefore, to translate
a program, some additional steps are necessary. First, the so-called EDG (Edison
Design Group) preprocessor separates and prepares the code for GPU and CPU.
After this step, a regular C/C++ compiler can translate the CPU code. The GPU
code, however, requires further work. A modified version of the Open64 compiler
is used to generate so-called Parallel Thread eXecution code (PTX). Open64 was
originally a compiler for the Itanium architecture from Intel. PTX is an assem-
bly language that is still independent from specific GPUs and is shipped together
with the compiled CPU code as final binary. In general, the translation to machine
instructions is done later by the GPU driver during installation, thus enabling the
possibility to support a variety of GPUs with one binary. A schematic overview of
the CUDA design, from the view of a programmer, can be found in Figure 2.7.

Like OpenMP, the effort for the programmer to generate code for the GPU is low.
It is only necessary to mark the desired function and set some parameters for ex-
ecution, like number of threads, and CUDA cares about the thread management
and memory allocation on, respectively the transfer to and from the GPU. Each
thread executes on one of the various processors, also called unified shaders. Ac-
tual hardware, like the G80 architecture, contains 128 processors and each of these
processors is able to handle 96 threads, which makes a total sum of 12228 possible
threads. This is, however, only possible, if every threads does not use more than
ten registers. In most cases, the compiler generates threads, that need between 20
and 32 registers, so on average only 4000 to 6500 threads are executing on such a
GPU.

2.5 Related Work

Virtualization of hardware has a long history and is used in many areas [28]. The
first machines, that used virtualization, were developed in the 1960s. One example
is the IBM CP-40, it was able to handle several guest operating systems for its
users, in order that everyone gets a specific amount of time for computations [31].

In general, virtual machines are divided in two sets, process virtual machines and
system virtual machines. They provide virtualization for single processes or re-
spectively for a whole operating system. Different methods exist, to achieve a
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Figure 2.7: Schematic overview of CUDA from the view of the programmer

virtualization, like interpretation, with this method, one instruction after another
is analyzed and corresponding native code for the target architecture is executed.
Another method are binary translators, they analyze the code and translate it to na-
tive instructions for the target architecture. In the following, some selected process
virtual machines with a related focus are presented.

2.5.1 Java

Java is an object-orientated language developed by Sun Microsystems. The syntax
is derived from C/C++ and the source is usually compiled into so-called bytecode
[18], but a translation to machine specific code is possible, too. This bytecode is
platform independent and interpreted by the Java Virtual Machine (JVM), that is
available for many architectures. Therefore, Java is used in many different areas,
for example in web applications, games or even embedded systems. It is, however,
not meant for a single heterogeneous computer, as the whole program is interpreted
on the CPU. Its strength is the possibility to run the same program on a heteroge-
neous set of computers.

2.5.2 Common Language Infrastructure

The Common Language Infrastructure is a virtual machine architecture, developed
by Microsoft [28]. As Java, it aims at platform independence through the use of an
intermediate language (MSIL), that is similar to the bytecode in java. In contrast to
Java, it is also designed to be independent of the used high level language. The most
famous representative of such languages is maybe the C# language. In general, the
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CLI is, like Java, only able to run the same code on various CPUs, but does not
utilize the different available heterogeneous hardware. It is also a heavy-weight
approach, as the produced intermediate code has to be interpreted.

2.5.3 Liquid Metal

Some of the existing virtual machines relieve the programmer completely from
issues regarding heterogeneous hardware and try to distribute the code automati-
cally among the regular CPU cores and the particular accelerator hardware. One of
these solutions is the Liquid Metal project from IBM [12]. It compiles a part of the
source code, that is written in Lime, the own enhanced Java language, in Java byte-
code and the other part to the so-called Spatial Intermediate Representation (SIR).
SIR is a graph, that is used to discover parallelism and prepare it for execution on
the hardware. The SIR compiler, called Crucible, then produces Verilog code, that
can be used by an arbitrary synthesis tool to produce a bit stream for the FPGA.

Depending on the available hardware, it is possible to decide, which portion of
code is prepared for execution on the CPU cores and which on one or more FPGAs.
On the other side, a heavy-weight run-time system is needed, that has to analyze
the code, divide and compile it. Another constraint is the fixed separation of the
code during run-time. If the circumstances change, like new hardware appears, the
application must be restarted and prepared by the run-time system.

2.5.4 Self Distributing Virtual Machine

The Self Distributing Virtual Machine (SDVM) [8] is a parallel system with the
possibility to distribute data as well as code – the SDVMR [10] approach also al-
lows data for reconfigurable hardware – among a single or multiple computers. To
handle the different aspects of distribution, the SDVM contains different so-called
managers, that are, for example, responsible for scheduling, code supply and node
book keeping. The code is hold by the so-called code manager. It is responsible
to compile the code for the desired hardware or provide the resulting binary, if
this has already happened. The SDVM provides a powerful way to distribute work
among a cluster, but this flexibility also introduces additional overhead. From the
view of the operating system, this approach is really light-weight, as only a daemon
in user space is necessary and this daemon handles all events. The programmer,
however, has to meet some requirements. The code needs special treatment to be
usable with SDVM, as the virtual machine sends only portions of code, so-called
microthreads, to the nodes, that execute them. Therefore this approach is in most
cases also incompatible with proprietary code.

1515



Chapter 2. Fundamentals

2.5.5 EXOCHI

EXOCHI [32] calls itself a “Architecture and Programming Environment for A
Heterogeneous Multi-core Multithreaded System”. It consists of two parts, the
Exoskeleton Sequencer (EXO), an architecture to represent heterogeneous acceler-
ators as ISA-based MIMD architectural resources, and C for Heterogeneous Inte-
gration (CHI), a programming environment that supports tightly-coupled integra-
tion of heterogeneous cores. CHI extends the OpenMP pragmas for heterogeneous
multi-threading support and the CHI compiler produces a single, so-called fat bi-
nary, that consists of the code sections for the different hardware. This solution is
a rather heavy-weight approach, as it introduces an additional layer between the
software and the hardware. It also needs modifications in the compiler to provide
accelerator-specific inline assembly and the enhanced OpenMP pragmas.

2.5.6 Merge Framework

The Merge [17] framework is an approach to optimize the execution of a program,
written in an architecture independent high level language, on a system with hetero-
geneous hardware. Merge requires, that the algorithms are written in a map-reduce
pattern and dynamically parallelizes, maps and load-balances them over the avail-
able heterogeneous hardware. To achieve this, it maps the individual patterns to a
set of function intrinsics, that encapsulate hardware-dependent code and are pro-
vided by the underlaying EXOCHI approach. As the Merge framework requires
major modifications in the source code and relies on the already regarded EXOCHI
framework, it is also a heavy-weight approach.

2.5.7 RapidMind

RapidMind is, like Liquid Metal, a framework that tries to relieve the programmer
from the issues regarding heterogeneous hardware [29]. Programs for this frame-
work are written in a type of C++. It uses this code and hands it over to one of
its backends. These backends are responsible for the actual compilation of the
code. Currently, RapidMind contains several backends, for the Cell BE or GPUs
for example. In general, the code is separated in so-called program objects. If an
application starts, the framework decides on which backend an object should run
and executes the respective just-in-time compiler. Like the Liquid Metal solution,
this framework introduces an additional layer, too, and requires several modifica-
tions in the source code.
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2.5.8 OpenCL

OpenCL is a collective project of leading companies to create an unified program-
ming model for CPUs, GPUs, Cell, DSP and other processors in a heterogeneous
parallel system [22] [23]. It utilizes a subset of the C language with extensions
for parallel programming. The individual tasks are separated in so-called kernels,
that are similar to a normal function. One running instance of such a kernel is
called work-item. With OpenCL, several work-items can be combined to a so-
called work-group. One benefit of such a group is, that the execution of the work-
items can be synchronized for coordinated memory access. To provide an uniform
view for the programmer on the hardware, OpenCL uses its Platform Layer as a
hardware abstraction layer over the diverse computational resources and allows
to compile code for selective or all supported hardware. This solution is also a
heavy-weight approach, as it introduces an additional layer to the system to pro-
vide hardware independence in the source code.
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3 Design

The goal of this work is to provide a run-time system for Self-X architectures with
a focus on a light-weight design. To achieve this, it is necessary to avoid changes or
additional layers between the application and the operating system, while keeping
the run-time system configurable and dynamic. Two approaches will be introduced,
that require only minor changes to the operating system and get along without
supplementary layers, while both provide an interface through the kernel, that can
be used by a separate control daemon. Thus making this solutions light-weight in
relation to system modifications and run-time overhead.

The central mechanism of both is the rerouting of function calls during run-time
to other functions in the same executable or in other libraries. With the regular
encapsulation of tasks in functions, this enables the possibility to exchange the
implementation for a specific problem on the fly and thus the reassignment of the
calculation to a different hardware resource.

In the following, the design of the approaches, called DLS and GLS, and the control
daemon will be illustrated and the differences between the two and their interaction
with the daemon explained.

3.1 Dynamic Linking System

3.1.1 Structure

The first solution presented in this work is the DLS (Dynamic Linking System)
approach. The central mechanism of this solution is the substitution of the real
function call in the source code by a function pointer (further called proxy) with
the same name, arguments and return value. This proxy can be used to reference
the best function for a task in a specific moment and changed in an easy way during
run-time. A diagram of a function call over a DLS proxy is visible in Figure 3.1.
As we can see, there are three calls to fct1. Two are replaced with Proxy1 and
the third with another proxy, named Proxy2. Both proxies can have their own
desired destination and therefore point either to the real fct1 in library A or the
alternative fct2 in library B.
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Figure 3.1: Diagram of a function call with a DLS proxy

The DLS approach has two slightly different versions: DLS with static loading
(DLS-SL) and DLS with dynamic loading (DLS or DLS-DL). The first expects,
that all used libraries are present at link-time and loaded at run-time. The second
uses the dynamic loading mechanism of the dynamic linking loader, which allows
to add and remove needed, respectively unneeded libraries at run-time from the
address space of the process. Both versions were initially designed as a trade-
off between speed and memory footprint. While DLS-SL has a speed advantage,
because the symbols are resolved only one time, the DLS-DL version offers a lower
memory footprint, due to its ability to hold only the needed libraries in address
space.

A generic overview for the DLS approach is visible in Figure 3.2. In general, the
run-time system consists of two parts, a module in the kernel and data structures in
the application. The task of the kernel module is, in general, the book keeping of
the existing proxies on a per-process base and the execution of switch orders. To
maintain an actual list of proxies, the module needs to keep track of terminating
processes and to listen for new registrations through the interface to user space.
On demand, the module has to deliver this list through the interface to the control
daemon, that is using it as base for its scheduling computation. If the daemon de-
cides to switch a proxy, it will send an order through the interface and the module
will execute the corresponding algorithm. This will query the list to find the entry
for the wanted proxy, that, at least, contains the address of the proxy management
structure in the user space. The management structures store various informations
like the location of the proxy itself, its current destination and a set of pointers to
structures for the existing function alternatives. These structures serve also the pur-
pose to keep informations about the alternatives like the address of the symbol or
additional informations on how to find the address, if it is not already known. So,
the switching algorithm will use all these informations to correctly set up the proxy
and update the information in the structures. In particular, with DLS-SL, the set up
of the proxy is easily done by simply copying the address of the function, that is
already resolved by the linker, to the address of the proxy. With the DLS-DL ver-
sion, this is slightly more complex, because, before the first call, for example after
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Figure 3.2: Overview of the DLS design

a switch, the address has to be resolved. So a special fix-up function is introduced
and the proxy is set to its address. This fix-up function loads the library, if neces-
sary, resolves the desired function symbol, sets the proxy accordingly and calls the
designated function itself. Beside a kernel-based switch, the DLS approach also
provides the possibility of a so-called in-application switch. With this method the
application itself is able to switch a proxy and thus the expensive border crossing
between kernel and user space is omitted.

An interesting feature for this approach would be a mechanism to add function
alternatives during run-time. With the current design, one requirement for this is
the possibility to append a new entry to the function set of a proxy. Under normal
circumstances, this is only achievable by the application itself and not by the kernel.
One solution would be an IPC communication, so the application generates new
entries on demand or the application inserts automatically a predefined number of
empty entries, that have a special mark and can be filled by the kernel. Another
method would be the shift of the management structures to the kernel. This way,
the kernel could allocate and set up the necessary structures. This solutions would
be sufficient for the DLS-DL version, as it has to load new libraries anyway, but
for the DLS-SL version, an additional mechanism would be necessary, that loads
the library in the address space.

If DLS is used with multi-threaded applications, the two versions (DLS-SL and
DL) have different requirements. Regarding the requirements for single and multi-
threaded applications with DLS-SL, there is no need for special care, because all
libraries stay in the address space. If a thread is executing a function, referenced
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by its proxy, and the proxy is switched, the thread can still continue. For DLS-
DL, however, some circumstances have to be taken into account. As long as only
single-threaded processes are considered, the unloading of libraries is safe, because
there is no other thread, that might need the code of the library. In the multi-
threaded case, however, there are two cases. If every thread has its own proxy,
the association of the proxy with the library can simply be terminated, because the
dynamic linking loader use an own reference counter and unloads a library only if
this counter equals zero. If several threads share a proxy, it is getting slightly more
complicated. In this case, the association has to persist until no thread executes
code of the corresponding library. If threads run until their native death, simple
counting of enter and return events is sufficient. But if a thread, that is inside a
function, gets destroyed before it can return, the programmer has to take care of
decreasing the counter.

3.1.2 Parallelization

An important goal for this run-time system is the interoperability with parallel tech-
nologies. For solutions, that use parallelization on the process level, like MPI [21],
DLS is feasible without special treatment, because a proxy is individual to every
process. In case of OpenMP, that works on the thread level, the DLS approach pro-
vides the possibility to prepare a proxy for each individual thread. Therefore, the
calls to the same function in the original code, can now be individually redirected
to different functions, enabling the possibility to distribute the computation of a
specific problem among different hardware at the same time.

Figure 3.4 presents the flow-chart for normal execution and three methods for the
distribution of resources. In the upper diagram, between normal CPU execution,
a function is called, that assigns the calculation to the GPU. If a thread or process
wants to use a GPU, that is already engaged by another, it has to wait until the
concurrent thread/process releases it. The first method is the so-called fixed distri-
bution, that means, every process or thread is tied to a specific resource. This is the
easiest way to bind resources, because the daemon can simply assign the best free
resource to a process/thread. The second method is well-suited for problems, that
are solved by a set of similar processes/threads. In such a case, the daemon can
arrange the resources as a pipeline. For example, if a “for loop” with two proxies is
split between some threads and their targeted hardware is reconfigurable, like the
FPGA in the diagram, several threads can use the resource without an expensive
reconfiguration. The last method tries to make local optimal decisions by always
assigning the individual proxies to the available hardware with the highest priority.
So, if a process or thread, that currently holds an exclusive right to use a valuable
resource, terminates, the next process, respectively thread, with the highest prior-
ity gets access to the resource, although it might have used another resource with
lower priority.
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Figure 3.3: Overview of the DLS design with per-thread proxy control for four
threads

To provide control on a per-thread level, the DLS design has been modified as
depicted in Figure 3.3. The distinctive difference is the substitution of the proxy
with an array of proxies. Every single proxy in this array can be used by one
or more threads. For management purposes, an additional list of proxy arrays is
necessary as new root structure, similar to the list in the kernel. This new list is only
visible in the application and the list in the kernel module still points directly to the
individual management structures for the proxies. From the view of the module
and the control daemon, every entry in the array looks like an independent proxy,
so, no modifications are necessary for them. To distinguish the single proxies of
an array, it would be possible to add an unique string identifier to the management
structures or the kernel list with low effort.

3.1.3 Characteristics

DLS provides a light-weight run-time system with the potential to control the be-
havior in a fine-grained way. The strength lies in the possibility to replace every
single function call with a proxy and even control it on a per-thread base, for ex-
ample, with common parallelization techniques like OpenMP. With DLS-DL, it is
also possible to insert additional functionality, like specialized code for a new hard-
ware resource, and to remove the obsolete hardware, so only the required code is in
memory, thus offering a low memory footprint. The amount of these proxies and
function alternatives is only limited by the available space in memory. Another ad-
vantage is the expected minimal time overhead. If no switch occurs, no or only an
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Figure 3.4: Different possibilities to distribute resource usage with DLS in a multi-
threaded case

insignificant overhead should be measurable. Regarding the operating system, only
an additional kernel module is needed and the regular mechanisms are used. The-
oretically any language, that accepts indirect function calls, should be able to use
this approach with minor adjustments. Also, this approach is independent of the
compiler and the resulting binary format. The downside, however, is, that changes
in the source code are necessary to replace the function call with a proxy and to cre-
ate the corresponding management structures and functions. Hence, this approach
is not feasible with unprepared proprietary software.
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Figure 3.5: Overview of a function call in an ELF binary with GLS switching

3.2 GOT-based Linking System

3.2.1 Structure

The second approach, the GOT-based linking system (GLS), is named after the
central structure got, a special section of an ELF, used in this solution. Like
already declared, got is intended to hold the addresses of the symbols used in the
corresponding code section. In this approach we modify this and another table in
a way, that we can decide which function should be called. As depicted in Figure
3.5, in the normal case, all calls to fct1 use the address in the got table to jump
to the their destination. This address, however, can be replaced with the location of
fct2, so every call to fct1 would jump to fct2.

For this approach, only a module in the kernel is necessary, as depicted in Figure
3.6, because solely existing structures in the address space of the application are
used and therefore the module is stateless and does not have to store process-related
informations. So, the only tasks of the kernel module is to retrieve the current state
of a got table on demand and to execute the switch orders, if the control dae-
mon requests respectively sends a command through the interface. If the module
receives such an order, it first has to determine the corresponding executable file
of the application. The executable file is required, because it contains the ELF
and section headers, that store informations about the sections in the address space
of the resulting process. With these informations, the algorithm of the module can
calculate the position of the symbol string and the related entry in the got and plt
section. If the current state is requested, the string can be returned to the daemon.
If a switch order is received, the string is overwritten with the name of the new
symbol and the content of the entry in the got section is replaced with the address
of the corresponding plt entry. Therefore, the next time a call to the old function
appears, the new symbol is resolved and the call redirected to the corresponding
function code.
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Figure 3.6: Schematic overview of the GLS design

3.2.2 Parallelization

The GLS approach is also compatible with parallel technologies like OpenMP or
MPI, but it only provides control on a per-process base and symbols cannot be
redirected for individual threads. Like depicted in Figure 3.8, the delay during
normal execution can only be omitted with the so-called fixed distribution. With
this mechanism, every process gets exclusive access to a resource, if the resource
itself does not provide concurrent access.

A possibility to enable per-thread control of function calls may be the usage of
library interposing (as proposed in [16]) with a special library, that is prepared
with the DLS approach. With the library interposing mechanism, it is possible
to define a function redirection at the beginning of the process execution. If the
used thread mechanism allows to determine the current thread id in a library, the
interposed library can use the per-thread control technique of the DLS approach to
forward the function call to the desired or another function, like depicted in Figure
3.7.

3.2.3 Characteristics

The main benefit of this solution is its ability to work with unmodified binaries. For
basic use, it needs no modifications, neither in the source code nor in the binary file,
nor in the resulting address space. Therefore, it is a potential candidate for usage
with unprepared proprietary applications. Cause it only relies on the structures de-
fined in the ELF standard, it is also independent of the used language and compiler,
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Figure 3.7: A GLS application with interposed DLS library to distinguish different
threads

but dependent on the ELF format. Another disadvantage is, that, without the help
of DLS in an interposed library, only coarse-grained control is possible – a symbol
switch applies to all function calls to this symbol in an ELF binary. From the view
of the operating system, this approach is also light-weight, because the whole run-
time system fits in a kernel module and the regular mechanisms are used. As far as
no function switch occurs, no additional run-time overhead is created, because the
binary is not modified in any way.

3.3 Discussion

Both approaches satisfy two opposed demands and provide the corresponding flex-
ibility. While the DLS approach requires minor code changes and offers a greater
flexibility, the GLS approach is feasible with proprietary software, but allows only
coarse-grained control. From the view of the operating system, every approach
is light-weight, as both rely on an individual kernel module and provide a simple
interface to the user space. As long as no function switch occurs, neither should
create a noticeable overhead. Both approaches are feasible with common paral-
lelizing techniques like OpenMP or MPI, but only DLS is able to control the func-
tion switch on a per-thread and a per-call-origin base, thus enabling a multitude of
scheduling strategies. Without the help of DLS, the GLS approach can only switch
a function call for the whole process at once, so it would at least be adequate for
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Figure 3.8: Normal execution and concurrent resource usage with GLS

use with MPI. Concerning memory constraints, the DLS-DL shows the smallest
footprint, as only the required libraries stay in the address space, while DLS-SL
and GLS are not able to unload the libraries currently not in use.

3.4 Control Daemon

The control daemon is responsible for an efficient distribution of the proxies among
the available hardware. As depicted in Figure 3.9, the current design of the control
daemon consists of a configuration to define different aspects of the behavior, the
core unit, with the scheduling algorithm for example, a kernel interface for com-
munication and a plugin interface for dynamic extension of the hardware support.
In detail, these plugins are responsible for hardware recognition and monitoring.
Therefore a plugin can use one or more sensors, that are adjusted for different at-
tributes of the hardware. The plugins can also have several own internal values
about the hardware to improve the scheduling. For example, if a FPGA is used,
the necessary time for and the last occurrence of reconfiguration can be stored to
prevent frequent switches and therefore performance loss and high energy con-
sumption.

To calculate the scheduling, the daemon needs on the one hand either the list of the
proxies and the alternative libraries, in case of DLS, or the current state of the got
table, in case of GLS, for the desired processes. Both informations are provided
from the individual kernel modules through the interface. On the other hand, it
needs the current configuration, to know, for example, which hardware is most
valuable and the name of the related library. If all informations are retrieved, the
daemon can, in cooperation with the plugins, assign the function calls, respectively
proxies, to the libraries.
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Figure 3.9: Design of the control daemon
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4 Implementation

This chapter will present the implementation of the DLS, GLS and control daemon
design from Chapter 3. In detail, the structure, the process of function switching,
the chosen kernel interface and the preparations for parallelization of the individual
approaches are described and illustrated.

All kernel modules and the code for the DLS approach were written in C and a
few lines in assembler, so the DLS code should be portable to C++ with less effort.
The assembler part makes the implementation architecture dependent. Currently,
DLS can be used on x86 and x86-64 architectures. Both approaches use the
access process vm function of the kernel to access the address space of other
applications. In recent kernels, in particular the versions since 2. November 2007
[1], the exportation of this function is disabled and not accessible anymore by other
modules. Therefore, an additional patch is necessary to enable the usage of this
function.

4.1 Dynamic Linking System

As described in Section 3.1.1, the DLS approach consists of the two parts, data
structures and functions in the application and a module in the kernel. A general
overview of the DLS implementation can be found in Figure 4.1. The diagram has
a similar composition like the corresponding Figure 3.2 of the design chapter and
the differences in accuracy are described in the following. A detailed explanation
of the mentioned structures will follow in Section 4.1.4.

4.1.1 Kernel

The kernel module has three duties, keeping track of existing proxies on a per-
process base, executing switch orders and providing an interface for the control
daemon, while the latter is a prerequisite for the first two and described in detail in
Section 4.1.6. When the application initiates a proxy, it also registers its manage-
ment structure through the kernel interface. The responsible function in the DLS
module is called dls register. It expects only the address of the management
structure and instantiates a new dls struct ptr structure for the linked list
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Figure 4.1: Involved, reduced structures of the DLS approach

of the current process, referenced by the dls lib pointer of the task struct
structure. The task struct structure is the representation of a process in the
kernel and the dls lib pointer was added to hold a reference to the linked list
of dls struct ptr structures. In detail, the dls struct ptr structure is re-
flected in Section 4.1.4. On the other side, if a process terminates, the kernel has
to free this linked list. Therefore the free procedure for the task struct was
enhanced to release every structure in the linked list.

If the control daemon requests a proxy list, the dls get list function is called
and it browses every task struct and, if the process has one or more proxies,
generates a human-readable string with the important informations about them, like
their current destination and the alternative functions.

The last important task is the actual function switching. If the control daemon
requests a switch, the dls set fct is called with following parameters, the
task struct of the desired process, the index of the desired proxy in the linked
list, and the index of the desired function alternative. The function will then
browse the corresponding data structures to determine all required informations
and switches the proxy (the detailed process is described in Section 4.1.5).
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4.1.2 Application

The details of implementation on the side of the application is explained on the
basis of the preparation of the code for DLS, that is designated in three steps, called
definition, initialization, accumulation and redirection. As default, the application
is built with DLS-DL. If DLS-SL is favoured, one has to define a macro called
dls sl, either through the compiler flags or at the beginning of the application
itself. In both cases, however, the inclusion of the dls.h header file in the source
code is necessary and the separate DLS library (libdls.so) has to be available
during the linking process and at run-time.

Definition

In this step, the necessary data structures and the fix-up function are defined. In
particular, the macro dls define reflected in Listing 4.1 is called (for the ease
of readability the version for x86 is chosen). The lines have the following purpose:

1 dls define is called with the name of the proxy, its return type rtype
and its variable parameters “...”. These parameters are later referenced by
the VA ARGS statement.

2 defines a new type called dls fct ## name, that has the same properties
as the desired proxy.

3 defines the management structure for the proxy, details are explained in Sec-
tion 4.1.4.

4 defines the actual proxy with the type created in line 2.

6-8 defines a so-called helper function. Its purpose is to call the actual fix-up
function, so the compiler cares about the parameter handover.

9-15 This function calls the helper function, removes the stack frame for the func-
tion itself and finally jumps directly, without a call instruction, to the func-
tion that is referenced by the proxy. Thus the called function returns directly
to the original call and line 15 will never be reached, but it is necessary to
avoid compiler errors.

Initialization

The initialization step, as its name suggests, initializes the previously defined struc-
tures. In particular, the instructions in macro dls init, reflected in Listing 4.2,
are executed and have the following purpose:

1 The macro expects the name of the desired proxy.
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1 # d e f i n e d l s d e f i n e ( name , r t y p e , . . . ) \
2 t y p e d e f r t y p e (∗ d l s f c t ## name ) ( VA ARGS ) ; \
3 s t r u c t d l s s t r u c t ∗ name ## d l s s t r u c t ; \
4 d l s f c t ## name name ; \
5 \
6 void f i x ## name ## h e l p e r ( void ) { \
7 d l s f i x u p ( name ## d l s s t r u c t ) ; \
8 }\
9 r t y p e f i x ## name ( ) { \

10 asm ( ” \
11 c a l l f i x ” #name ” h e l p e r ;\
12 pop %ebp ; \
13 jmp ∗” #name ” ; \
14 ” ) ;\
15 re turn 0 ;\
16 }

Listing 4.1: dls define macro for x86 architectures

1 # d e f i n e d l s i n i t ( name ) \
2 name ## d l s s t r u c t = d l s i n i t g r o u p ( #name ) ;\
3 name ## d l s s t r u c t −> f i x f c t = d l s f i x u p m a c r o ( name ) ; \
4 name ## d l s s t r u c t −>d l s f c t p t r = ( d l s f c t t y p e ∗ )& name ;\
5 name = ( d l s f c t ## name ) d l s f i x u p m a c r o ( name ) ;

Listing 4.2: dls init macro for initialization

2 The dls init group function of the DLS library initializes some basic
properties and registers the name ## dls struct in the kernel.

3 The pointer to the fix-up function is set to result of dls fixup macro, that
either returns 0 for DLS-SL or the address of the fix ## name function.

4 The dls fct ptr is set to the address of the proxy.

5 The proxy is initially set to the result of dls fixup macro.

Accumulation

In this step, the linked list of function alternatives is populated using the dls add
macro, that is reflected in Listing 4.3 and calls the dls add fct function of the
chosen DLS version in a proper way. Both functions allocate a new instance of
struct dls fct struct, described in detail in Section 4.1.4, and initialize
the properties, for example, the name of the symbol and of the library in case of
DLS-DL. While, for the DLS-DL version, the name of the library and symbol as
string are sufficient, the version for DLS-SL requires additionally the pointer to
the desired function, thus, the compiler resolves the symbol. If the function ends
successfully, it returns a pointer to the created dls add fct structure.
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1 # i f d e f d l s s l
2 # d e f i n e d l s a d d ( name , bibname , symbol ) \
3 d l s a d d f c t s l ( name ## d l s s t r u c t , bibname , # symbol , \
4 ( d l s f c t t y p e ) & symbol ) ;
5 # e l s e
6 # d e f i n e d l s a d d ( name , bibname , symbol ) \
7 d l s a d d f c t ( name ## d l s s t r u c t , bibname , # symbol ) ;
8 # e n d i f

Listing 4.3: dls add macro to add function alternatives

Redirection

If the application itself needs to trigger a function switch, the programmer can use
the so-called dls ias macro, that executes the in-application switch algorithm
with the help of the dls ia switch function in the DLS library. As parameters,
it expects the name of the proxy and the dls fct struct structure of the desired
destination. The dls fct struct structure can either be obtained as the return
value of the dls add macro or the dls get cur fct macro, that returns the
structure of the current destination.

4.1.3 Parallelization

A great advantage for a dynamic run-time system is the possibility to interact with
parallel applications. Both DLS versions are feasible with common parallelization
techniques like OpenMP. In the current state of implementation, however, only the
DLS-SL approach has been adapted to provide fine-grained control of threads. As
mentioned in the design chapter, a new root structure for every proxy array is nec-
essary. For this purpose, the dls omp struct structure was created, that, in
contrast to the dls struct ptr structure in the kernel, contains additional in-
formations about the proxy array. In particular, it contains a pointer to the linked
list of dls struct structures, a pointer to the array of proxies and the actual
number of threads. So, for most of the tasks, that were introduced in the previous
section, the corresponding code needs to be changed to meet the new requirements.
An overview of the different implementation is depicted in Figure 4.2, that is re-
lated to the design overview in Figure 3.3. In particular, the figure differs in the
mentioned new root structure and the substitution of the proxy with an array from
the overview of the normal implementation in Figure 4.1. To separate the macros
for per-process control from per-thread control, the per-thread control macros have
an additional “ omp” suffix in their name and differ in the following aspects from
the per-process control macros.

The dls define omp macro only defines the appropriate type for the actual
proxies and the new root structure.
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The dls init omp macro requires, as additional parameter, the desired number
of threads and then calls the dls init for omp function of the DLS library,
that executes the further initialization steps for every single proxy, similar to the
per-process version of the macro. The dls init for omp function requires the
name of the proxy as string, a pointer to the root structure, the number of threads
and the result of the dls fixup macro, that returns either the address of the
fix-up function, in case of DLS-DL, or null, in case of DLS-SL.

The dls add omp macro is similar to the original macro, except, that the pointer
of the dls omp struct root structure is passed instead of the dls struct
structure.

As in the per-process case, it is possible to execute an in-application switch of
a proxy. Like the dls init omp macro, the dls ias omp macro expects the
thread id as additional parameter. It calls the dls ia switch of the DLS li-
brary, that executes the switch algorithm, similar to the per-process case, with
the management structure dls struct, obtained through the invocation of the
dls get mngmt struct omp function, and with the dls fct struct struc-
ture of the desired destination. As in the per-process case, the dls fct struct
structure can be obtained through the dls add omp or dls get cur fct omp
macro.

For applications, that have a varying number of threads, it is either possible to cre-
ate an array, that satisfies the maximum possible amount of threads, or to use the
dls set num threads omp macro, that recreates the proxy array with a new
length. The macro expects the name of the array and the new number of threads.
Using these parameters, it calls the dls set number of threads omp with
the name of the array as a string, the root structure of the array, the new num-
ber of threads and the result of the dls fixup macro, that is also used in the
dls init omp macro. The dls set number of threads omp function al-
locates a new array of proxies with the new length and copies the values of the
old array to it. In the next step, it browses the list of management structures and
appends or removes new, respectively old, items.

Another difference is the call of the proxy in the source code. Instead of simply
calling the proxy like the original function, the array of proxies requires addition-
ally the thread id as index.

4.1.4 Structures

struct dls struct ptr

The struct dls struct ptr structure, as reflected in Listing 4.4, is used in
linked lists to keep track of the available single proxies. In particular, the attributes
have the following purpose:
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Figure 4.2: Involved, reduced structures of the DLS approach for OpenMP support

1 s t r u c t d l s s t r u c t p t r {
2 s t r u c t d l s s t r u c t ∗ t h i s ;
3 s t r u c t d l s s t r u c t p t r ∗ n e x t ;
4 void ∗ p a r e n t ;
5 } ;

Listing 4.4: struct dls struct ptr

2 The pointer to the management structure dls struct of the corresponding
proxy.

3 The pointer to the next item in the linked list.

4 A pointer to the task struct of the process. This is necessary to explic-
itly assigning a proxy to a specific process in the kernel, so the structure is
destroyed when the parent process terminates.

struct dls omp struct

To manage the structures and the proxy array, the struct dls omp struct
structure was created. In particular, the purpose of the attributes is described in the
following:
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1 s t r u c t d l s o m p s t r u c t {
2 s t r u c t d l s s t r u c t ∗ t h i s ;
3 d l s f c t t y p e ∗ a r r a y ;
4
5 i n t c T h r e a d s ;
6
7 s t r u c t d l s o m p s t r u c t ∗ n e x t ;
8 } ;

Listing 4.5: struct dls omp struct

2 A pointer to the linked list of dls struct structures. Every proxy in the
array has its own.

3 A pointer to the array itself.

5 The current size of the array.

7 The pointer to the next dls omp struct. This property is currently not in
use.

struct dls struct

The struct dls struct structure is the central management structure of ev-
ery proxy. Its attributes are depicted in Listing 4.6 and explained in the following:

2 The oid attribute stores the index of the corresponding proxy in the array, if
the macros for fine-grained control of threads are used.

3 The gid attribute is the index of the proxy in the set of proxies of the process.

4 The name of the proxy. Introduced to distinguish the proxies in the control
daemon.

6 The dls fct ptr attribute is a pointer to the actual proxy.

8-10 These attributes are pointers to the dls fct struct structure of the cur-
rent (cur fct) and the prior destination (old fct), respectively to the
linked list of all available function alternatives (dls fcts).

12 This attribute is a pointer to the fix-up function, in particular the fix ##
name function defined in Listing 4.1, in case of DLS-DL or null and there-
fore unused in case of DLS-SL.

14 This is a pointer to the next item in the linked list.
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1 s t r u c t d l s s t r u c t {
2 i n t o i d ;
3 i n t g i d ;
4 c o n s t char ∗name ;
5
6 d l s f c t t y p e ∗ d l s f c t p t r ;
7
8 s t r u c t d l s f c t s t r u c t ∗ c u r f c t ;
9 s t r u c t d l s f c t s t r u c t ∗ o l d f c t ;

10 s t r u c t d l s f c t s t r u c t ∗ d l s f c t s ;
11
12 d l s f c t t y p e f i x f c t ;
13
14 s t r u c t d l s s t r u c t ∗ n e x t ;
15 } ;

Listing 4.6: struct dls struct

1 s t r u c t d l s f c t s t r u c t {
2 c o n s t char ∗bibname ;
3 c o n s t char ∗ symbol ;
4 void ∗ b i b h a n d l e ;
5 i n t f i d ;
6 i n t usage ;
7 d l s f c t t y p e d l s l i b f c t p t r ;
8 s t r u c t d l s f c t s t r u c t ∗ n e x t ;
9 } ;

Listing 4.7: struct dls fct struct

struct dls fct struct

dls fct struct is the representative structure of a function alternative. It con-
tains all required informations for function switching. In detail, the following at-
tributes, also reflected in Listing 4.7, are defined:

2 The name of the library as string.

3 The name of the symbol, respectively function, as string.

4 The bibhandle is used as reference for the corresponding library, loaded
by the dynamic linking loader in the DLS-DL approach.

5 The index of this alternative in the linked list.

6 A counter to measure the current usage of this alternative.

7 If DLS-SL is used, this attribute contains the actual address of the desired
function.

8 A pointer to the next item in the linked list.
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4.1.5 Switch logic

The central point of this solution is the substitution of a real function call with a
call to a function pointer, called proxy. If such a proxy ought to be changed, the
following actions take place:

On the kernel side the following happens:

1. The switch logic receives the command to change a proxy, for example
through the interface to the control daemon.

2. It will search the task struct of the desired process and then browse the
linked list for the right dls struct ptr, that points to the corresponding
dls struct.

After that, the kernel starts to operate in the address space of the process:

3. The linked list dls fcts of the dls struct is walked until the right
dls fct struct for the desired function is found.

4. old fct is set to the value of cur fct.

5. cur fct is set to the address of the found dls fct struct structure

6. The proxy, referenced by dls fct ptr, is updated.

The update of the proxy is slightly different between the static and the dynamic
loader version:

Static loading:
At the start of the application, the proxy points to the function of the first
function alternative or null, if the set of alternatives is empty. If an ex-
change is requested, the switch logic can simply replace the value in the
proxy with the address of the desired function. This address is stored in the
dls libfct ptr attribute of the corresponding dls fct struct struc-
ture, because every library is already loaded into the address space and its
required symbols are resolved by the linker.

Dynamic loading:
At the beginning of the process and after the switch logic has finished, the
proxy of the DLS-DL version points to a special fix-up function. This fix-
up function has several responsibilities. If a switch from another function
occurs, it first detaches from the old library. If the requirements mentioned
in Section 3.1.1 are met, the library can be removed from address space.
After this, it calls the dynamic linking loader of the system, in a way, that
it loads the library, if not already existent in the address space, and resolves
the symbol of the desired function. If the library is ready and the symbol is
resolved, it sets the proxy to this address and initiates a jump to it.
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4.1.6 Interface

As introduced in Section 3.1.1, the design of the run-time system provides an in-
terface for communication with applications in user space. In case of DLS, the
interface is necessary to register new proxies in an application, to transport a list
of proxies on demand from the kernel module to the control daemon and to relay
switch orders from the control daemon to the module.

In this implementation, the proc file system is chosen, because it is easily reachable
for user space applications and designed to provide a simple interface for commu-
nication with kernel modules. In detail, a directory called /proc/dls/ with the
following three files is created:

list This is a read-only file, that calls the dls get list function. This
function gathers the informations about every proxy in every process
and converts them to a human-readable string.

register This file is write-only and expects the address of the dls struct,
that ought to be registered in the kernel. The procedure behind this
file also registers the process id of the application and sends both
informations to the dls register function of the kernel module,
that sets up the proper data structures.

switch This file is write-only and expects a process id, a proxy id and a
function id. These informations are send to the dls set fct pro-
cedure, that triggers the switch logic for the specific proxy.

4.2 GOT-based Linking System

The GLS approach consists of a single kernel module. No changes are made in
the ELF file, but in the resulting address space of the process, if a symbol has to
be redirected. The module combines the code for the files in the proc file system
and the control logic. The control logic can handle ELF files for x86 and x86-64
applications as well. From the view of GLS, they only differ in points, where the
pointer size is varying.

4.2.1 Structure

An overview of the implementation is depicted in Figure 4.3, that is a specialized
version of Figure 3.6 in the design chapter. As already mentioned, the GLS mod-
ule contains all necessary code for the GLS approach, in particular, the code for
the switch logic and the interface, that is described in Section 4.2.2. If the control
daemon sends a switch command, the gls set fct function expects the process
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Figure 4.3: Schematic overview of the GLS approach

id and the name of the old and new symbol as strings. With this informations, the
switch logic calls the get file from task function to find the corresponding
ELF binary file on the hard disk. This file is necessary, because it contains the ELF
and section headers of the application. They contain the addresses to the ELF sec-
tions in the address space and an attribute that identifies the intended architecture.
So, after a few general checks by the do elf checks function, the following
steps are executed by either the mod elf32 or the mod elf64 function. As de-
picted, the sections of interest are .dynsym, .dynstr, .plt, .rel.plt and
.got. If they are found, the algorithm browses the entries of .rel.plt, that
contain various informations about every symbol, for example, the position of fur-
ther informations in the .dynsym table. With the two entries for a symbol in these
tables, it is possible to read the symbol name in the .dynstr table. If the symbol
name is equal to the one requested, it is overwritten with the new symbol name,
that must not be longer than the original symbol name. After this, the position of
the call to the dynamic linking loader in the corresponding entry in the .plt table
is calculated and the result is written in the entry of the old symbol in the .got ta-
ble. So, if the old symbol is called the next time, it jumps to the entry in the .plt.
There, the first instruction is an indirect jump to the address of the overwritten entry
in the .got table, that points to the dynamic linking loader. The dynamic linking
loader now uses the new symbol name in the .dynstr table, resolves the symbol,
writes the real address of the desired function in the .got table and jumps to that
address.
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4.2.2 Interface

As introduced in Section 3.2.1, the design of the run-time system provides an in-
terface for communication with the control daemon in user space. In case of GLS,
the interface is necessary to retrieve the actual list of symbols and to relay switch
orders from the control daemon to the switch logic.

In this implementation, the proc file system is chosen, because it is easily reachable
for user space applications and designed to provide a simple interface for commu-
nication with kernel modules. In detail, a directory called /proc/gls/ with the
following two file is created:

switch This file expects the process id and two strings. The first is
the name of the old symbol and the second is the name of the
new symbol. After a switch, the symbol list of the chosen
process is retrievable from this file.

list First, the process id of the desired process has to be written to
this file. After that, the symbol list can be read.

4.3 Control Daemon

The control daemon is responsible for the efficient distribution of the function
calls. As a base for the decision process, it has to maintain a list with informa-
tions about the available proxies (DLS) and symbols (GLS). In the implementation
of this work, it can retrieve a list through the ProcFS interface and enhance it with
informations of a configuration file. Currently, the scheduling happens every time
after a fixed period for every proxy (DLS), respectively the chosen symbols (GLS),
and links the proxies, respectively symbols, in a first-come-first-served manner to
the hardware with the highest acceptance value.

A flowchart of a pointer assignment is depicted in figure 4.4. In this simplified
example, the core module retrieves the list from the proc file system and calls
the get Acceptance() function of the CPU plugin. This function calculates
the acceptance value with the help of the get Utilization() function, that
returns, for example, the load of the individual cores. In the next step, it calls the
get Acceptance() function of the GPU plugin. This plugin is designed to
allow only one proxy, respectively symbol, although not every GPU is restricted
on one task. Due to the equal priority of the two libraries, the proxy, respectively
symbol, is either assigned to the calc on CPU() symbol in the libcpu.so
library, if the utilization is low enough and a high acceptance value is returned, or
to the calc on GPU() symbol in the libgpu.so library. If the GPU is already
associated, this case is determined with the help of the busy property, all calls are
rerouted to the CPU, although it might have a very low acceptance value.
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Figure 4.4: Flowchart of the scheduling decision process in a daemon with the
choice between CPU and GPU

In detail, the control daemon works as follows. At start-up of the daemon, the
daemon reads the configuration file using the read ini function. The configura-
tion file is divided in sections, marked with square brackets, for example [cpu].
Every section can contain several lines in the key=value format. For the DLS
approach, the configuration file describes the details for the used plugins, like their
corresponding symbols, respectively libraries and priority. In case of GLS, the file
contains also the so-called “apps” and “group” sections. Every group section con-
tains a list of symbols, that are arbitrary exchangeable. The apps section contains a
list of application names, that shall be controlled by the daemon. To represent the
configuration in the application, the lines of the sections are stored as a hash table
and the whole configuration as an array of those tables. The next step is the prepa-
ration of the plugins through the load libs function. Every library in the library
directory is loaded using the dynamic linking loader and their corresponding struc-
ture, called modules struct, allocated and initialized with informations of the
configuration file, like the priority for example. After this steps, the initialization
of the daemon is finished. As next, the scheduling loop starts. In case of GLS,
the list of running processes with a name listed in the configuration is generated.
With their ids, the list of symbols is requested through the ProcFS interface for
every process. In case of DLS, the list of proxies can directly be retrieved. If the
respective lists are available, the actual scheduling is started through the call of
the schedule function. This function first generates a list of plugins, sorted by
their priority. In the order of highest to lowest priority, the libraries are queried for
their acceptance value related to every proxy, respectively symbol. This algorithm
stops, if an accepting library on a priority level is found. Then, the corresponding
command to switch a proxy or symbol is send to the ProcFS interface.
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In the current state of implementation, two plugins are available. A simple generic
plugin, currently in use for the GPU, that accepts one thread and refuses further
requests and a CPU plugin, that contains an CPU utilization counter and accepts
threads, as long as the utilization is below a certain level.
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5 Evaluation

In this chapter, the efficiency and feasibility of the presented designs and imple-
mentations is demonstrated. In the first section the different approaches are applied
to a simple application for a stress test. The second section reviews their feasibility
with the OpenMP technology and the last section shows their performance in a real
life application.

5.1 Pure overhead

To measure the pure time overhead of the different approaches, a simple appli-
cation was created that has the choice between two equal libraries. To mini-
mize the amount of interference through normal code execution, the functions in
that libraries, presented in Listing 5.1, just calculate a multiplication of two dou-
ble numbers. So, the overhead of the run-time system, if it exists in a notice-
able fashion, should be visible in the results. The overhead was measured using
the user space value of the usual time command on an AMD Opteron 870 ma-
chine with two 2 GHz cores. The application was compiled with gcc-4.2.4 (target
x86 64-linux-gnu) under Ubuntu 7.04. Every iteration lasts 10.000.000 func-
tion calls. All results are also listed in Table B.1 in Appendix, sorted after overhead.

In the first experiment, the difference between the GLS (equal to the unmodified
application), DLS-SL and DLS-DL approach was measured with no function or
library switch. The diagram in Figure 5.1 shows that in this case there is no sig-
nificant difference between the average run-time of the unmodified application and
the DLS approaches. So, as listed in the accurate results in Table 5.1, there is no
impact through the preparation of an application for both DLS versions.

In the second experiment, the switching overhead for the static and dynamic load-
ing DLS approach was measured. The application executes the function switch

1 double cpuMul ( double a , double b ) {
2 re turn a ∗ b ;
3 }

Listing 5.1: The function used for the overhead measurement
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Figure 5.1: Run-time of GLS, static loading (DLS-SL) and dynamic loading (DLS-
DL) version without switching

minimum average maximum overhead
GLS 21.20s 21.59s 22.12s -
DLS-DL 21.15s 21.53s 22.07s ∼ 0%
DLS-SL 20.94s 21.52s 21.82s ∼ 0%

Table 5.1: Results without switching in seconds
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Figure 5.2: Run-time of the static loading and dynamic loading DLS version with
alternating libraries and in-application switching related to normal ex-
ecution

minimum average maximum overhead
No switch 21.07s 21.65s 22.46s -
DLS-SL 25.69s 26.48s 27.40s 22%
DLS-DL 53.29s 54.72s 56.55s 152%

Table 5.2: Results with in-application switching in seconds

after every call of the proxy, using the in-application switch mechanism of the
DLS approach. Figure 5.2 shows, that there is a significant run-time overhead if
the DLS-DL version is used. The DLS-SL approach, however, introduces only a
minor overhead related to normal execution. The difference between DLS-SL and
DLS-DL is caused by the time consumption of the dynamic linking loader, that
has to prepare the new library and to resolve the symbol. The overhead between
the normal execution and the DLS-SL approach is created by the switch algorithm.
The accurate results are also presented in Table 5.2.

In experiment three, the difference between the GLS, the static loading DLS and
the dynamic loading DLS approach was measured. Again, a switch was initiated
by the application after every function call, but in this case the switch was executed
by the kernel. So, Figure 5.3 shows, that the static loading DLS approach has
a significant performance benefit over the other approaches, because, the static
loading DLS approach has every needed symbol address in its database. With the
GLS approach, the dynamic linking loader has to find the new symbol in every
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Figure 5.3: Run-time of the GLS, DLS-SL and DLS-DL approaches with kernel
switching in relation to normal execution

minimum average maximum overhead
No switch 21.07s 21.65s 22.46s -
DLS-SL 35.21s 37.20s 40.29s 71%
GLS 61.88s 63.90s 67.02s 195%
DLS 65.78s 69.48s 71.50s 220%

Table 5.3: Results with kernel switching in seconds

iteration again, while the dynamic loading DLS approach has to load, respectively,
remove the libraries and find the symbol in every iteration. In Table 5.3 the accurate
results are listed.

In Table 5.4 the average delay for a function switch is listed, depending on the
approach. These values are only approximations, as they may differ from other
measurements, if bigger libraries or more function alternatives are used. However,
if they are compared with the costs for hardware initialization or reconfiguration,
like the measured overhead of the GPU implementation in Section 5.3, that equals
approximately 0.6 seconds, the delay for the function switches is negligible.

To measure the impact of a large number of function alternatives on the overhead
of the switching algorithm, the application was modified in a way, that the number
of alternatives increases in every step. In Figure B.1, the overhead of the DLS-
SL and DLS-DL versions with in-application switching is depicted. As one can
see, the amount of alternatives has almost no impact on the time consumption of
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In-application Time Kernel Time
DLS-SL 0.5µs DLS-SL 1.6µs
DLS-DL 3.3µs DLS-DL 4.8µs

GLS 4.1µs

Table 5.4: Pure delay for a function switch with the different approaches

minimum average maximum overhead
Normal execution 24.21s 24.90s 25.60s –
Without switch 24.14s 24.56s 24.80s ∼0%
In-application switch 25.65s 25.98s 26.46s 4.3%
Kernel switch 35.77s 37.82s 39.36s 51%

Table 5.5: OpenMP results of normal execution, with DLS-SL and the different
switching methods

the switching algorithm until their number exceeds approximately 10,000 function
alternatives. So, for normal applications, such a high number will likely never be
reached.

5.2 Parallelization

In this section, the feasibility of the DLS-SL approach with per-thread control will
be observed. In particular, the application of the previous section was prepared
for the execution with OpenMP in a way, that the 10,000,000 calls of the already
described function cpuMul are distributed among a set of ten threads. The mea-
surements were performed with the same software on the same machine as in the
prior section.

In Table 5.5, the results of the measurements are listed. As one can see, the appli-
cation shows a similar behavior as in the single-threaded case. Related to the un-
modified OpenMP application, the prepared version for DLS-SL without switches
introduces no overhead. For the case of in-application switching, the application
profits from the parallelization and the overhead drops from 22% in the single-
threaded case to ∼4%. In the case of kernel switching, the overhead shrinks from
71% to 51%.

5.3 Parallel heterogeneous application

To demonstrate the applicability of the approaches in heterogeneous parallel sys-
tems, a new application was created and observed on a common consumer system
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1 void cpuMatMul ( f l o a t ∗ A, f l o a t ∗ B , i n t h , i n t w, f l o a t ∗ C) {
2 i n t i , j , k ;
3
4 f o r ( i =0 ; i<h ; i ++) {
5 f o r ( j =0 ; j<w; j ++) {
6 f o r ( k =0; k<w; k ++) {
7 C[ i ∗h+ j ] += A[ i ∗h+k ]∗B[ k∗h+ j ] ;
8 }
9 }

10 }
11 }

Listing 5.2: Matrix multiplication on CPU

with an Intel CPU and a Nvidia GPU. In particular, this scenario shall prove, that
the run-time systems are capable to reroute a function call from CPU to the GPU.
The application originates from numerical mathematics and is a simple square-
matrix multiplication. For the CPU implementation, a standard algorithm is used,
as reflected in Listing 5.2. For the GPU, the original example for matrix multipli-
cations of the CUDA SDK is adapted to fit in this application [3].

All measurements in this section were made on an Intel Core2Duo E6750 (2.6
GHz), a NVidia Geforce 8800 GTS (G80, 640 MB Ram) with an actual Gentoo
Linux distribution, a gcc compiler in version 4.2.4 and the official NVidia drivers
in version 177.80 with CUDA toolkit and SDK in version 2.0.

As depicted in Figure 5.4, there are two functions, that compute the solution on
either the CPU or, through CUDA, the GPU. In this case, a new process spawns
for the calculation in every iteration, therefore the CPU has a benefit over the GPU
implementation, as the latter needs to be initialized first, thus pretending a constant
overhead. If the GPU will not be used by another process, the time consumption
for the observed size of the matrices would, as shown later, decrease significantly
for further, similar computations of the same process. As we can see, the cost for
the CPU calculation will outperform the time for initialization and computation on
GPU, if the size of the matrices exceed 400x400 entries. An aligned control dae-
mon will therefore switch the libraries if this happens, as demonstrated in Figure
5.5 for DLS and in Figure B.2 for GLS. In this case, the time consumption of the
function calls in a single process is measured and the CPU calculates the multipli-
cation until the size grows the first time over 400x400 elements (in this example,
due to the signaling design between the application and the control daemon, after
the matrix with 416x416 entries). For greater matrices the control daemon will
switch the computation to the GPU. Like already said, the first function call, in this
case at size of 448x448, will last longer as the later calls, because the GPU must
first be prepared for the new purpose, and during the further calculations, the GPU
profits from its massive parallel design and shows a significant time improvement
over the CPU.
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Figure 5.4: Time consumption of single matrix multiplications with different sizes
on CPU and GPU

In Figure 5.6 the behavior of the same, but parallelized, application was measured.
The program was prepared for use with OpenMP and differs mostly in the called
macros and the OpenMP pragma for parallel sections. During the measurement,
it spawns 4 similar threads and as in the previous case, a proxy is switched after
crossing the 400x400 entries limit. Due to the high utilization of the CPU by the
four threads, the control daemon reacts a little bit later and the first call to the GPU
takes place at a size of 480x480 by thread one. After this, it easy to see, that thread
two and four gain from the lower load and their time consumption increases not as
fast as that of thread 3. The reason for the decreasing run-time in the last iteration
is the beginning termination of the threads.

5.4 Memory footprint

One benefit of the DLS-DL approach is its ability to remove dispensable libraries
from the address space of a process and therefore it promises a low memory foot-
print. To provide evidence, the application of the previous section was modified.
Now, in every iteration, the application calls the function for the square matrix mul-
tiplication two times. Both function calls were replaced by an individual proxy, that
can relay the calculation to either the function for the CPU or the GPU. As visible
in Figure B.3, that is similar to Figure 5.4, the new intersection is at approximately
320x320 matrix entries. If one proxy is switched to the GPU, the resulting diagram
looks like Figure B.4. Due to the fact, that one matrix multiplication is calculated
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Figure 5.5: Time consumption of continuously matrix multiplications with increas-
ing sizes and a hardware switch from CPU to GPU
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Figure 5.6: Time consumption of continuously matrix multiplications with increas-
ing sizes, four threads and one hardware switch from CPU to GPU
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Figure 5.7: Time and memory consumption of two matrix multiplications

on the GPU, the time consumption of the total calculation decreases, but grows
at approximately 400x400 matrix entries again over the run-time of an equivalent
computation on the GPU. If the second proxy is switched after the matrix exceeds
this size, the graph of the time consumption looks like in Figure 5.7. For this di-
agram, also the memory usage was measured and plotted. At the beginning, only
the standard libraries and the one for the CPU calculation were present. After the
first switch, the memory consumption increased, because the library for the GPU
computation was loaded. Due to the second switch, every reference to the CPU li-
brary was removed and the library unloaded from the address space, so the memory
usage shrank to the amount for the GPU and the standard libraries.
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6 Conclusion and Outlook

6.1 Conclusion

Common software is not flexible enough to deal with the demand of new state-
of-the-art systems, that contain dynamically available, heterogeneous and recon-
figurable hardware and thus following the new paradigm of parallel, co-designed
computation. Such systems require software with the ability to react on changing
circumstances prior and during the run-time for maximum performance gain. Most
existing solutions, like binary translators, on demand compiler or other virtual ma-
chines, follow a heavy-weight, care-about-all approach. They try to relieve the user
of these issues, but also introduce additional complexity and time overhead to the
application and the operating system.

As desired, the two introduced designs implement a light-weight run-time sys-
tem, that is capable of supporting efficient execution of applications in a continu-
ously changing environment through the swapping of software functionality. They
neatly fit in the environment of a modern operating system, refrain from introduc-
ing heavy-weight abstraction layers and thus promise a low overhead. To control
their behavior, they offer a common interface through the proc file system of the
Linux kernel, that can be used by a daemon, who is responsible for monitoring and
efficient assignment of resources.

The solutions differ in some design aspects and therefore aim at diverse needs of
potential users. The GLS version consists of a single kernel module and, as it only
operates on existing structures of the ELF standard, is compatible with proprietary
software at the cost of less flexibility and granularity. While, in contrast, through
DLS, an application can be controlled in a fine-grained way and is more versatile,
but needs additional structures in the source code. As seen in the evaluation, the
light-weight approach pays off in relation to the run-time. If no function switch
is requested, the run-time systems show no or only a negligible time overhead. A
difference in time consumption becomes visible, as soon as a massive amount of
function switches occur. Generally, it can be said, that, the DLS-SL approach prof-
its from its own function list and has the shortest switch times. The longest delay
occurs in the DLS-DL version – it has to add and remove a library from address
space and resolve a symbol every time. As a result of its structure, the GLS ap-
proach lies between them. Regarding the application area, the three versions have
their own domains. As already said, the GLS needs no source code modifications
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and is therefore the only choice for proprietary software. DLS-DL is, through its
capability to unload unused libraries, the approach with the lowest memory foot-
print. Thus making it to the preferable solution for systems with strict memory
constraints, for example embedded systems. In the high-performance area, the
DLS-SL approach might be the first choice, as it created the lowest overhead in the
evaluation chapter.

Another important requirement for the high-performance area is the compatibility
with parallelizing and heterogeneous technologies. In this work, the approaches
were also examined on their feasibility with OpenMP and CUDA. In a real life
example, it has been proven, that the functionality of a single thread in a multi-
threaded application can be exchanged to move a computation from CPU to the
GPU.

Additionally, an implementation of a control daemon was introduced. With its
modular design, it is easy extendable by plugins, that can handle new types of
hardware, and its behavior can be adjusted by a separate configuration file.

6.2 Outlook

Regarding the presented solutions, there are considerations about further work and
improvements. Due to the preallocated tables, it is, at the moment, only possible
to replace a symbol name with a name, that is shorter or of equal length. A re-
allocation of these tables may provide a workaround. Another unsolved issue of
GLS is the limitation on ELF executables. Finding a library in address space is
not as trivial as an executable. For an executable, the important addresses stand in
the header, but a library is, in most cases, relocatable, so the final position in the
address space is unknown prior to the start of the application. To provide a more
fine-grained control for the GLS approach, it might be possible to create an individ-
ual entry in the ELF tables in the address space for every occurrence of a function
call through an own relocation mechanism. So, it would at least be possible to
differ between function calls in various stages of program execution. A possible
mechanism to provide control on a per-thread base could be the combination with
DLS in an interposed library, as mentioned in Section 3.2.2.

Therefore, the ability to control individual threads is, at the moment, only available
with the DLS-SL approach. For the DLS-DL method, some further investigations
on the fix-up functions have to be done. Also, a combination of the DLS-SL and
DLS-DL approach might also be useful for some users. If it is likely, that a library
will be used again in the future, after no proxy still has a reference to it, it might
be worth to keep it in memory and store the address of the known symbol in the
function list, like in the DLS-SL approach, thus gaining an speed improvement.

Another interesting case would be the insertion of alternatives at run-time. At the
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moment, only the symbols and libraries, that are specified by the programmer, in
case of DLS, or the libraries loaded at application startup, in case of GLS, are
available for call redirection. The possibility to add them during run-time would
further increase the flexibility for the users. For DLS, certain thoughts on this topic
were already mentioned in Section 3.1.1.

At the moment, the control daemon follows a simple strategy to assign the re-
sources in a first-come-first-served manner. A high-sophisticated scheduling algo-
rithm would certainly improve the overall run-time. Such an algorithm, however,
might require additional informations about the proxies, respectively the symbols,
like importance or affinity of the calculation to a specific resource.

Beside the efforts of this work to increase the flexibility, the chance for misuse of
the functionality has not been investigated. From the current point of view, the run-
time system is safe, as the access to the critical files in the ProcFS interface can be
restricted on processes of the system administrator and a common application can
only register proxies for itself.

5959



Chapter 6. Conclusion and Outlook

6060



A Usage

A.1 DLS

The whole communication between user space applications and the kernel is im-
plemented over the ProcFS interface. To register, an application writes, through
the invocation of the dls init macro, the address of its dls struct in the file
/proc/dls/register and the kernel initializes its corresponding structures.
A control daemon can access the current state of the applications, that use this ap-
proach by reading /proc/dls/list. For example a possible output could look
like this:

bash# cat /proc/dls/list
PID: 5701

GID: 0 - mac
FID: 0 - libs/libfpu.so::fpu_mac *
FID: 1 - libs/libemu.so::emu_mac
FID: 2 - libs/libhw.so::hw_mac

The output has a tree structure. The first line is the process id, the second line prints
the group id - every proxy has an individual group id - and the name of the proxy.
The following lines report the possible library-function tuples and their so-called
function-id. The currently active tuple is marked with an asterisk.
If the control daemon decides to change the active library-function-tuple, it has
to write the process, group and function id to /proc/dls/switch - like in
the following example, where we change the active tuple of process 5701 and the
function pointer mac to the second tuple:

bash# echo "5701 0 1" > /proc/dls/switch

A.2 GLS

As with the DLS approach, the applications communicate with the kernel over
a proc file system. This approach provides two files, /proc/gls/switch and
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/proc/gls/list. To get the actual list of symbols, the id of the desired process
has to be written in /proc/gls/list and then the list can be read from the same
file. To switch a symbol the following mechanism can be used. For example, the
symbol fpu mac in the process with id 5701 can be redirected to the symbol
emu mac with the following command:

bash # echo "5701 fpu_mac emu_mac" > /proc/gls/switch

The first parameter is the process id, the second the old symbol name and the third
is the new symbol name.

To get a list of symbols from an ELF executable file, one can use the objdump tools
in the following way:

bash # objdump -t a.out
[...]
00000000004007bb g F .text 00000000000000b1 main
00000000004005e8 g F .init 0000000000000000 _init
0000000000000000 F *UND* 000000000000002c fpu_mac

To load an additional library at startup of an application, the LD PRELOAD en-
vironment variable can be used. This variable contains a list of libraries and is
considered by the linker. It loads the stated libraries and prefers them during sym-
bol resolution. A possible call could look like the following command:

bash # LD_PRELOAD=/usr/lib/libFancy.so myApplication
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B Results

minimum average maximum overhead
GLS 21.20s 21.59s 22.12s -
DLS-DL 21.15s 21.53s 22.07s ∼ 0%
DLS-SL 20.94s 21.52s 21.82s ∼ 0%
DLS-SL (in-application) 25.69s 26.48s 27.40s 22%
DLS-SL (kernel) 35.21s 37.20s 40.29s 71%
DLS-DL (in-application) 53.29s 54.72s 56.55s 152%
GLS (kernel) 61.88s 63.90s 67.02s 195%
DLS (kernel) 65.78s 69.48s 71.50s 220%

Table B.1: Results of pure overhead measurements with and without switching in
seconds
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Figure B.2: Time consumption of the matrix multiplication with GLS and a switch
from CPU to GPU
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Figure B.3: Time consumption of the individual function alternatives in the double
matrix multiplication case
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Figure B.4: Time consumption after one proxy switch to the GPU in the double
matrix multiplication case
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